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ABSTRACT

Motivation: The success of each method of cluster analysis depends on how well its

underlying model describes the patterns of expression. Outlier-resistant and distribution-

insensitive clustering of genes are robust against violations of model assumptions.

Results: A measure of dissimilarity that combines advantages of the Euclidean distance

and the correlation coefficient is introduced. The measure can be made robust using a

rank order correlation coefficient. A robust graphical method of summarizing the results

of cluster analysis and a biological method of determining the number of clusters are also

presented. These methods are applied to the data of DeRisi et al. (1997), showing that

rank-based methods perform better than log-based methods.

Availability: Software is available from http://www.davidbickel.com.

Contact: dbickel@mail.mcg.edu or bickel@prueba.info

Supplementary Information: http://www.davidbickel.com will have updates and related

articles.
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Introduction

Much progress has been made in recent years on classifying genes into groups

based on their expression values. Microarray data is usually clustered without

supervision, i.e., based on expression data alone; an alternative, supervised approach

makes use of prior knowledge of gene function (Brown et al. 2000). Unsupervised

clustering is sometimes performed hierarchically, with gene clusters within clusters

(Eisen et al. 1998), but the unsupervised clustering problem considered here is to classify

n objects into k groups, where each object is a d-dimensional vector and k can be

determined from the data. Thus, the data can be represented as an n-tuple of vectors,

† 

x1,x2,...,xn( ) , with 

† 

x i  representing the ith vector of dimension d. For microarray data, I

take the usual approach of clustering genes, so that each component of 

† 

x i  corresponds to

an estimate of the expression level of the ith of n genes for one of d experiments.

Alternately, the experiments can be clustered, with n equal to the number of experiments

and d equal to the number of genes (Ben-Dor et al. 1999; Golub et al. 1999), and the

methods of this paper can be applied to that case. Some estimates of expression are

background-corrected microarray intensity measurements such as the “averaged

difference” used by Affymetrix (Li and Wong 2001), ratios of such measurements, and

parametric estimates of intensity ratios (Newton et al. 2001). Intensity ratios are often

transformed by taking a logarithm: if 

† 

yil  is the estimate of an intensity ratio of the ith

gene in the lth experiment, then the corresponding expression value is

† 

xil = log yil (1)
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and 

† 

x i = xi1, xi2,..., xid( ) .  Variant transforms are possible, for example,

† 

xil = yil yil( )ln 1+ yil median j y jl( )( )  avoids spuriously large ratios of small values,

which are particularly problematic in studies of differential expression; this transform

applies even to negative expression values (Bickel, 2002).

Robust cluster analysis

Four aspects of cluster analysis

Many methods of cluster analysis depend on some measure of similarity (or

dissimilarity) between the vectors to be clustered. Each such method requires the

selection of (1) a measure of (dis)similarity, (2) a criterion for optimal clustering, (3) an

algorithm that yields optimal or nearly-optimal clustering, and (4) a way to describe the

results of clustering (Gordon 1999). This section defines nonparametric measures of

similarity and dissimilarity, some optimization criteria that are compatible with those

measures, an algorithm that can perform the clustering, and techniques of cluster

description. Cluster verification and the determination of k are treated in the last section

of this paper.
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Nonparametric measures of similarity and dissimilarity

Commonly used methods of microarray cluster analysis (Ben-Dor et al. 1999;

Tavazoie et al. 1999; Brazma and Vilo 2000; Horimoto and Toh 2001) define the

dissimilarity between the ith and jth objects as their Euclidean distance,

† 

Dij = xil - x jl( )2

l =1

d

Â , (2)

or define the similarity between the ith and jth objects as their linear correlation

coefficient,

† 

Rij =
xil - x i( ) x jl - x j( )

l =1

d

Â

xil - x i( )2

l =1

d

Â x jl - x j( )2

l =1

d

Â
, (3)

where 

† 

x i = xill=1

d
Â d ; Eisen et al. (1998) instead used 

† 

x i = 0 . Some clustering

algorithms, including the ones described below, are based on distances rather than

correlations, but correlations can easily be mapped to distances in order to use those

methods. Using the fact that the dissimilarities defined by 

† 

1- sij  are Euclidean if the

matrix of similarities 

† 

sij( )  satisfies 

† 

0 £ sij £1  (Gower 1966), the correlation coefficients

can be transformed to Euclidean distances by

† 

D ij = D Rij ;a( ) = 1-
Rij +1

2
Ê 

Ë 
Á 

ˆ 

¯ 
˜ 

a

(4)

for any positive value of 

† 

a ; such distances are called linear-correlation dissimilarities

(LCDs). Substituting 

† 

Rij  for 

† 

Rij +1( ) 2  yields clusters with negatively-correlated
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objects; this may help identify genes in the same biochemical pathway since some genes

in the pathway could be overexpressed when others are underexpressed. For higher

values of 

† 

a , a given change in correlation affects distances associated with positive

correlations more than those associated with negative ones. For example, considering a

change in 

† 

Rij  of 0.2, 

† 

D 0.8;2( ) - D 1;2( ) ª 0.436  is much greater than

† 

D -1;2( ) - D -0.8;2( ) ª 0.005 , but 

† 

D 0.8;1 10( ) - D 1;1 10( ) ª 0.102  is much less than

† 

D -1;1 10( ) - D -0.8;1 10( ) ª 0.546 . A problem with using 

† 

Dij  or 

† 

D ij  as a measure of

dissimilarity is that each is sensitive to outliers. A single sufficiently extreme value of 

† 

xil

would put 

† 

x i  past any bound and thereby render 

† 

Dij  and 

† 

D ij  meaningless; in the language

of robust estimation, 

† 

x i  has a low “breakdown point” (Donoho and Huber 1983). An

outlier could make 

† 

Dij  higher than any bound or make Rij equal to any value between –1

and 1 (Huber 1981), thereby making 

† 

D ij  equal to any value between 0 and 1.

Spearman’s rank-order correlation coefficient is much more robust against

outliers; this measure of similarity is 

† 

Rij  when each 

† 

xil  of Eq. (3) is replaced by its rank

within the gene, e.g., 

† 

xil = 3  if the expression value for the lth experiment of the ith gene

is the third highest value among all d expression values of that gene. An advantage of the

rank correlation is that calculation of the statistical significance of the association

between two sequences does not require strong assumptions about the distribution of

expression values, as it would for the linear correlation. D'haeseleer et al. (1998)

provided examples of using the rank correlation for microarray data and pointed out some

of the limitations of this measure. Robust Euclidean distances 

† 

D ij  can be computed by
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substituting the rank correlation for 

† 

Rij  in Eq. (4); these are called the rank-correlation

dissimilarities (RCDs). Another distance that is insensitive to outliers is the Euclidean

distance between ranks: 

† 

Dij  of Eq. (2) with 

† 

xil  denoting the rank of the expression value

of the lth experiment among other values for the ith sequence; other metrics can also be

used, such as the Manhattan distance between ranks. However, 

† 

D ij  is easier to interpret

since it can be converted to a correlation coefficient, which indicates whether the vectors

are positively or negatively correlated. Using Eq. (4), 

† 

D ij  can also be based on other

definitions of the correlation 

† 

Rij , e.g., the robust measures of correlation suggested by

Huber (1981).

Criteria for optimal clustering

Cluster analysis is performed by maximizing or minimizing some quantity that is

based on the chosen measure of (dis)similarity. The algorithm described below seeks to

minimize the within-cluster heterogeneity 

† 

Hk , defined as sum of distances between each

vector and the median, the central vector of its cluster:

† 

Hk = DIm j
j ŒCm

Â
m =1

k

Â , (5)

where 

† 

Cm  is the set of indices corresponding to the mth cluster and 

† 

Im  is the index of the

median of the mth cluster 
  

† 

Im Œ Cm
m =1

k

U = i{ }i=1
nÊ 

Ë 
Á 

ˆ 

¯ 
˜ . Values of 

† 

Cm  and 

† 

Im  are chosen to yield

the lowest possible value of 

† 

Hk ; this is called the “k-median problem” or the “optimal

facility location problem” (Gordon 1999). The ideal number of clusters can be chosen as

the value of k for which a plot of 

† 

Hk  versus k flattens out.
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With microarray data, genes are more often clustered by instead minimizing the

sum of squared distances of each vector from the mean of all vectors of its cluster, but

this criterion is harder to interpret and each central vector (mean) will not necessarily

correspond to one of the genes that is clustered, unlike each central vector of the k-

median problem. Furthermore, minimizing the sum of squares is  equivalent to

maximizing the likelihood of a spherical normal components model (Gordon 1999),

which does not agree well with microarray data, as seen below.

Algorithms for cluster analysis

 Tavazoie et al. (1999) analyzed microarray data with a k-means algorithm that

minimizes the sum of squared Euclidean distances of each vector from the central vector

of its cluster. Although it is usually not explicitly stated, self-organizing map (SOM)

algorithms, also called adaptive vector quantization algorithms, minimize the same

quantity (Kosko 1992) and thus suffer from the problems mentioned above. Tamayo et al.

(1999) used an SOM algorithm to cluster genes by microarray expression values.

A number of methods have been designed to minimize 

† 

Hk , the sum of distances

to the nearest of k central vectors [Eq. (5)]. One such method, called “Partitioning

Around Medoids” (Kaufman and Rousseeuw 1990), has been incorporated into the S-

PLUS statistical programming language and is available in the cluster package in the R

environment. Other methods are based on the relaxation of constraints that are implicit in

the k-median problem (Garfinkel et al. 1974; Erlenkotter 1978; Hanjoul and Peeters

1985). The myopic algorithm for optimal facility location with the exchange heuristic is

used here since it minimizes 

† 

Hk  as well as or nearly as well as the optimal solutions
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found by Lagrangian relaxation while requiring less time computationally (Daskin 1995).

This method has been implemented as a program called PLATO, a Java application that

runs on UNIX, Linux, Windows, Macintosh, and other platforms, without requiring a

web browser.

PLATO iteratively partitions the n input vectors into k clusters (types), for

† 

k = 1,2,...,kmax , where 

† 

kmax  is the highest number of clusters to be considered. For 

† 

k = 1,

the median (centrotype) is the vector that minimizes the total distance between that vector

and the other 

† 

n -1 vectors. Then, for each iteration of the algorithm:

1. k is incremented by 1 cluster;

2. a new centrotype is added to those of the previous value of k; the new centrotype

is chosen from all non-centrotype vectors such that it minimizes 

† 

Hk ;

3. the first of the k centrotypes is exchanged with the vector that would yield the

lowest possible value of 

† 

Hk , making that vector a centrotype instead, unless the

centrotype itself yields the lowest value; then the second centrotype is similarly

exchanged with the vector that would most reduce 

† 

Hk , if any; this is repeated in

turn for each centrotype up to the kth centrotype.

Each time candidate vectors are compared in Steps 2 and 3 to determine which one would

best minimize 

† 

Hk  if it were a centrotype, all vectors are assigned to the cluster of the

closest centrotype or centrotype candidate. Step 2 is called the “myopic algorithm” and

Step 3 is called the “exchange heuristic” (Daskin 1995).
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Graphical description of clusters

Since each cluster found by the algorithms mentioned above is represented by a

central vector, that vector can be plotted to describe the cluster. However, a plot of the

central objects alone does not provide an idea of how close the other objects in the cluster

are to the center. In addition to the central vector of a cluster of genes, Tavazoie et al.

(1999) and Tamayo et al. (1999) plotted error bars representing the standard deviation of

expression values from the mean for each experiment within that cluster. While this is

much more informative than merely plotting the central vector, it has three

disadvantages:

1. the error bars for each experiment are computed independently, whereas the

clusters and their central vectors were determined by considering all experiments

simultaneously;

2. the standard deviation is not robust to outliers since a single, sufficiently large

expression level renders it meaningless, i.e., the standard deviation has the

smallest possible breakdown point (Donoho and Huber 1983);

3. the standard deviation is misleading for expression data since it is not normally

distributed: plotting the mean 

† 

±  the standard deviation gives the false impression

that the data distribution is symmetric and that the error bars represent a 68%

confidence interval.

These limitations can be overcome by instead plotting the range of values for each

component of the half of the members of a cluster that are closest to the center of the

cluster. This range is computed by first constructing a 50% subspace, the vector space
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that includes all vectors with distances to the central vector that are less than the 50%

quantile (median) of all distances from vectors within that cluster to the central vector.

Then the range for a given component is found by taking the minimum and maximum

value of that component for the vectors inside the 50% subspace. These component

ranges  do not have the three drawbacks mentioned above:

1. since these ranges are based on the 50% subspace constructed from the distances

that take into account all component values simultaneously, the range for each

component is not computed independently;

2. these ranges are meaningful as long as less than half of the members of a cluster

are extreme outliers since the components of such vectors do not directly

contribute to the ranges;

3. these ranges are easily interpreted since they are based on the half of the vectors

that are most representative of the cluster rather than vectors near the border of

that cluster and another cluster.

This method can be generalized by computing the component ranges of the fraction q of

the vectors in the cluster that are in the q subspace of that cluster, where the q subspace

includes all vectors with a dissimilarity less than or equal to the q quantile of

dissimilarities in the cluster with respect to the central vector; the dissimilarity need not

be restricted to a distance. Alternately, the q subspace can be defined as the space of

vectors for which the similarity with the central vector is greater than or equal to the

† 

1- q( )  quantile in the cluster. Herein, 

† 

q = 0.5  since that value has the highest possible

breakdown point (50%).
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Application to microarray data

Experimental data studied

Using a fluorescence-ratio method, DeRisi et al. (1997) measured the relative

abundance of mRNA for n=6153 genes in yeast growing in a fresh medium to examine

the changes in expression that take place with the metabolic shift from anaerobic to

aerobic metabolism, with seven samples taken at 2-hour intervals. Measured levels of

expression of genes of known function appear to reflect the metabolic reprogramming

that occurred during this diauxic shift. This data is suitable for the illustration of analysis

techniques since it has been analyzed by other groups with various methods.

Clustering of expression ratios

The methods proposed above were applied to the data of DeRisi et al. (1997),

using 

† 

n = 6153 , 

† 

d = 7 , and 

† 

a = 2 . Since the mean RCD, 

† 

Hk n , levels off around 

† 

k = 5 ,

as seen in Fig. 1,

† 

k = 5  will be initially used in the following verification of the clusters,

but the results of other numbers of clusters will also be evaluated.

To check whether an algorithm correctly classified objects, some method of

cluster verification must be used. Clusters can be verified by comparing them either to a

null hypothesis of a lack of structure in data, or to information about the data that was not

used by the clustering algorithm (Gordon 1999), an approach often used with microarray

data. Golub et al. (1999) took both approaches: they compared the results of SOM

clustering of microarrays to classes generated by random permutations and to known

types of cancers. The clusters found from applying PLATO to the data of DeRisi et al.
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(1997) were verified according to information about the genes that was not used by the

program.

Since DeRisi et al. (1997) found similar expression patterns for cytochrome c

oxidase and ubiquinol cytochrome c reductase genes in yeast tissue, the performance of a

cluster method on that data was calculated as the portion of 15 genes related to

cytochrome c oxidase and 9 genes related to ubiquinol cytochrome c reductase that were

placed in the same cluster, out of 

† 

k = 5  possible clusters. Their accession numbers are

YDL067C, YEL045C, YER058W, YER153C, YGL187C, YGL191W, YGL226W,

YHR051W, YIL111W, YLR038C, YKR066C, YLR395C, YML129C, YNL052W,

YPL132W, YBL045C, YDR529C, YEL024W, YFR033C, YGL119W, YGR174C,

YGR183C, YJL166W, and YPR191W. In Fig. 2, the portion of these genes that were

clustered together was plotted as a function of k, comparing PLATO to the standard k-

means method and comparing the log transformation to the rank transformation. Table 1

summarizes the figure for the case of 5 clusters. It can be seen that, for 

† 

k = 5, RCD

classified 18 out of 24 (75%) of these genes in the same cluster; it classified 1292 out of

all 6153 genes of the array (21%) in this cluster. LCD with the log-transformation of Eq.

(1), on the other hand, only classified 13 (54%) of the 24 genes of interest in the same

cluster; it classified 988 (16%) of all genes in this cluster. The rank transform also

performs much better than the log transform when using the k-means method (Table 1).

The superior performance of the rank transform indicates that the log-transformed data

does not approximate the spherical normality assumption for which the k-means method
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is optimal; deviations from this assumption could be due to outliers or asymmetry in the

data. The cluster with most of the genes of interest (out of 5 clusters) is plotted in Fig. 3.

Transform
Dissimilarity

measure
Cluster

algorithm
# clusters

(k)
Portion of select genes

in same cluster
log Correlation

dissimilarity
Myopic

k-medians
5 54%

log Euclidean distance k-means 5 50%
rank Correlation

dissimilarity
Myopic

k-medians
5 75%

rank Euclidean distance k-means 5 75%
Table 1. Highest portions of the 24 genes of interest that are in the same cluster, when
there are a total of 5 clusters. Although the correlation dissimilarity (Eq. (4)) is a
Euclidean distance, the table entry “Euclidean distance” refers to Eq. (2), applied to either
the logarithms or the ranks of the data. Using the one-sided sign test to determine whether
the portions differ significantly between the log and rank transforms from what could be
expected by chance if the genes were independent, p=0.090 for the k-medians algorithm
and p=0.016 for the k-means algorithm. Differences in portions between algorithms (for
the same transforms) are not significant.

It may be objected that graphically determining the number of clusters is

subjective. There are a number of quantitative methods of choosing the number of

clusters; Dudoit and Fridlyand (2002) provide a good overview. Many of such methods,

including methods based on between-cluster and within-cluster sums of squares, are

applicable to the four methods of clustering represented in Table 1. However, since

standard methods of determining the number of clusters are unsupervised, the number of

clusters found does not necessarily correspond to the number of biologically meaningful

groups. Since the same problem exists with determining the number of clusters

graphically, a method informed by biological knowledge will be used instead. This mix
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of an unsupervised clustering algorithm with supervision of the number of clusters is

useful when the biological group of only a minority of genes is known.

The biologically informed number of clusters 

† 

k * is the highest number of clusters

that classifies a specified minimum portion of biologically related genes in the same

cluster:

  

† 

k* = max k : "
¢ m Œ 1,2,..., ¢ k { }

max
m Œ 1,2,...,k{ }

# Cm IB ¢ m ( ) ≥ b ¢ m # B ¢ m ( )Ï 
Ì 
Ó 

¸ 
˝ 
˛ 

, (6)

where 

† 

B ¢ m  is the set of indices of all genes known to be in the 

† 

¢ m th known biological

group, 

† 

¢ k  is the total number of biological groups considered, 

† 

b ¢ m Œ 0,1[ ]  is a portion

chosen on biological grounds, and # denotes the number of elements of the following set.

The number of clusters is maximized since a higher number of clusters satisfying the

given constraints implies finer differentiation between genes without unduly separating

genes known to be biologically related.

This method of determining the number of clusters is illustrated for the simple

case of a single biological group, the group of 24 genes with the accession numbers

specified above. In this case, Eq. (6) reduces to

  

† 

k* = max k : max
m Œ 1,2,...,k{ }

# Cm IB1( ) ≥ 24b1
Ï 
Ì 
Ó 

¸ 
˝ 
˛ 

. (7)

Tables 2 and 3 give the number of clusters determined for different values of 

† 

b1; those

values of k* are determined by Fig. 2. The rank transform yields much higher numbers of

clusters for each cluster algorithm, in agreement with the result of Table 1 that the choice

of transform is much more important than the choice of algorithm. Again, a higher

number of clusters that satisfy the given constraint is desirable. For example, using the k-
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medians method and the constraint that at least 75% of the 24 select genes fall in the

same cluster, the rank transform yields 10 clusters, whereas the log transform only yields

4 clusters (Table 2). The rank transform thus provides more detailed discrimination

between genes, without sacrificing the integrity of the biological group of interest.

Transform
Dissimilarity

measure
Cluster

algorithm
# clusters

(k*)

Portion of select genes
in same cluster

  

† 

max
m Œ 1,2,...,k{ }

# Cm IB1( ) 24Ê 
Ë 
Á 

ˆ 
¯ 
˜ 

log Correlation
dissimilarity

Myopic
k-medians

4 75%

log Euclidean distance k-means 2 92%
rank Correlation

dissimilarity
Myopic

k-medians
10 75%

rank Euclidean distance k-means 12 75%
Table 2. Numbers of clusters (k*) determined by Eq. (7) when 

† 

b1=75%.

Transform
Dissimilarity

measure
Cluster

algorithm
# clusters

(k*)

Portion of select genes
in same cluster

  

† 

max
m Œ 1,2,...,k{ }

# Cm IB1( ) 24Ê 
Ë 
Á 

ˆ 
¯ 
˜ 

log Correlation
dissimilarity

Myopic
k-medians

4 75%

log Euclidean distance k-means 3 63%
rank Correlation

dissimilarity
Myopic

k-medians
16 63%

rank Euclidean distance k-means 17 63%
Table 3. Numbers of clusters (k*) determined by Eq. (7) when 

† 

b1=60%.
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The fact that the 24 genes considered were chosen because they fall in a group

that DeRisi et al. (1997) found to cluster together might bias the correspondence between

this group and a cluster found using a method of this paper. However, this probably

would not notably bias the performance of one cluster analysis over another, which is of

greater concern here. Any bias that would occur would be against the rank transform, in

favor of the log transform, since DeRisi et al. (1997) used logarithmic plots rather than a

rank transform, but it was seen that the rank transform nonetheless performs much better.

Conclusion

The trend in Fig. 3b, the higher percentage of genes correctly clustered among

five clusters, and the higher computed numbers of clusters illustrate the utility of cluster

analysis that is robust to outliers and to non-normal distributions of data. Such analysis

has applications not only to other microarray data sets, but also to other classification

problems that cannot easily be parametrically modeled.



D. R. Bickel, to appear in Bioinformatics
.

18

References

Ben-Dor, A., Bruhn, L., Friedman, N., Nachman, I., Schummer, M., Yakhini, Z. 1999.

Tissue classification with gene expression profiles. Journal of Computational Biology

7, 559-583

Bickel, D. R. 2002. Microarray gene expression analysis: Data transformation and

multiple-comparison bootstrapping. Computing Science and Statistics (to appear);

available through http://www.davidbickel.com

Brown, M. P. S., W. N. Grundy, D. Lin, N. Cristianini, C. W. Sugnet, T. S. Furey, M.

Ares Jr., and D. Haussler. 2000. Knowledge-based analysis of microarray gene

expression data by using support vector machines. PNAS 97, 262-267

Daskin, M. S. 1995. Network and Discrete Location Models, Algorithms, and

Applications (1995). Wiley, New York.

DeRisi, J. L., V. R. Iyer, and P. O. Brown. 1997. Exploring the metabolic and genetic

control of gene expression on a genomic scale. Science 278, 680-686.

D'haeseleer, P., Wen, X., Fuhrman, S., Somogyi, R. 1998. Mining the gene expression

matrix: Inferring gene relationships from large scale gene expression data. In: Paton

RC, Holcombe M (eds), Information Processing in Cells and Tissues (1998). Plenum

Publishing, New York

 Donoho, D.L., Huber, P.J. 1983. The notion of a breakdown point. In: Bickel, P.J.,

Doksum, K.A., Hodges, J.L. Jr (eds), Fetschrift for Erich L. Lehmann (1983).

Wadsworth, Belmont, CA



D. R. Bickel, to appear in Bioinformatics
.

19

Dudoit, S. and Fridlyand, J. (2002) “A prediction-based resampling method to estimate

the number of clusters in a dataset,” Genome Biology 3, 0036.1 -- 0036.21

Eisen, M. B., P. T. Spellman, P. O. Brown, D. Botstein. 1998. Cluster analysis and

display of genome-wide expression studies. PNAS 95, 14863-14868

Erlenkotter, D. 1978. A dual-based procedure for uncapacitated facility location.

Operations Research 26, 992-1009

Garfinkel, R.S., Neebe, A.W., Rao, M.R. 1974. An algorithm for the m-median plant

location problem. Transportation Science 8, 217-236

Golub, T. R., D. K. Slonim, P. Tamayo, C. Huard, M. Gaasenbeek, J. P. Mesirov, H.

Coller, M. L. Loh, J. R. Downing, M. A. Caligiuri, C. D. Bloomfield, E. S. Lander.

1999. Molecular classification of cancer: Class discovery and class prediction by gene

expression modeling. Science 286, 531-537

Gordon, A.D. 1999. Classification (1999). Chapman & Hall/CRC, New York.

Gower, J. C. 1966. Some distance properties of latent root and vector methods used in

multivariate analysis. Biometrika 53, 325-338

Hanjoul, P., Peeters, D. 1985. A comparison of two dual-based procedures for solving the

p-median problem. European Journal of Operational Research 20, 387-396

Horimoto, K. and Toh, H. (2001) “Statistical estimation of cluster boundaries in gene

expression profile data,” Bioinformatics 17, 1143-1151

Huber, P. J. 1981. Robust Statistics, John Wiley & Sons (New York).

Kaufman, L. and P. Rousseeuw. 1990. Finding Groups in Data. John Wiley & Sons: New

York



D. R. Bickel, to appear in Bioinformatics
.

20

Lee, M.-L.T., Kuo, F.C., Whitmore, G.A., Sklar, J. 2000. Importance of replication in

microarray gene expression studies: Statistical methods and evidence from repetitive

cDNA hybridizations. PNAS 97, 9834-9839

Newton, M.A., Kendziorski, C.M., Richmond, C.S., Blattner, F.R., Tsui, K.W. 2001. On

differential variability of expression ratios: Improving statistical inference about gene

expression changes from microarray data. Journal of Computational Biology 8, 37-52

Tavazoie, S., Hughes, J.D., Campbell, M.J., Cho, R.J., Church, G.M. 1999. Systematic

determination of genetic network architecture. Nature Genetics 22, 281-285

Tamayo, P., D. Slonim, J. Mesirov, Q. Zhu, S. Kitareewan, E. Dmitrovsky, E. S. Lander,

and T. R. Golub. 1999. Interpreting patterns of gene expression with self-organizing

maps: Methods and application to hematopoietic differentiation. PNAS 96, 2907-

2912



D. R. Bickel, to appear in Bioinformatics
.

21

Figure Captions

Figure 1. Mean rank-correlation dissimilarity (RCD) to the central vector of each cluster,

† 

Hk n , versus the number of clusters, k. Adding more clusters always decreases the

mean distance, but the decreases are minimal at higher values of k.

Figure 2. Portion of select genes in same cluster versus k. The k-median method is that

implemented in PLATO; the k-means method is that implemented by the cclust

package in R (www.r-project.org). For the log transform of this data, the oscillations

in the curve for the k-means method suggest that it is less stable than the k-medians

method. The values of Tables 1-3 can be derived from this figure.

Figure 3. “Median” vector (centrotype) for the cluster with the highest number of genes

related to cytochrome c oxidase or ubiquinol cytochrome c reductase. The error bars

represent the range of values for each sample for the half of the genes in the cluster

that are closest to the centrotype, the center of the cluster. The vector components are

(a) the base-2 logarithm of the expression ratio and (b) the rank of an expression ratio

for a gene. There is a clearer  trend in the ranks, as expected from the better

performance of RCD compared to LCD. The different lengths of the upper and lower

error bars at each sample reflect the asymmetry in the data.


